
University of Oxford, Hilary term 2027, Syllabus for:
Foundations of machine learning

instructor Maximilian Kasy
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1 Overview and Objectives

The goal of this course is to provide you with solid theoretical foundations in
machine learning. This will allow you to

1. become critical consumers of machine learning research, including an under-
standing of when new methods might or might not be useful for empirical work
in economics,

2. develop your own research agenda around importing ideas from machine learn-
ing into economic and econometric theory, and

3. speak to the machine learning literature, contributing ideas from economics.

We begin by introducing some foundations. The class starts with a review of
statistical decision theory, which provides the conceptual framework for the rest
of the course. We then introduce basic ideas of supervised learning, using Python
packages for machine learning. We next introduce probably approximately correct
learning theory for classification and prediction. We then consider regularization
and data-driven choice of tuning parameters. We will discuss the canonical normal
means model. In this model, we will motivate shrinkage estimators in different ways,
and will prove the famous result that shrinkage estimators can uniformly dominate
conventional estimators.

We will then apply these general ideas and discuss several methods for supervised
machine learning, that is, prediction. We will discuss Gaussian process regressions
and deep neural nets. In this context, we will also consider numerical methods used
for training neural nets, such as stochastic gradient descent. We finish this part of
class by discussing conformal inference, a simple general technique to calculate valid
confidence intervals for the predictions of any supervised learning algorithm.

The next part of class will cover online learning, where data arrive sequentially
and decisions are made along the way, and reinforcement learning, where our
actions additionally determine what we observe, and possibly the future states of
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the world. We will start with online convex optimization, where no probabilistic
assumptions about data generation are made at all, and we will explore the con-
nection of statistical learning to optimization, including stochastic gradient descent.
We will next consider multi-armed bandits, and review some theoretical results pro-
viding performance guarantees (regret bounds) for algorithms used for learning in
bandit settings. We will then turn to a generalization of bandit problems, Markov
decision problems, and will discuss reinforcement learning approaches for solving
these, based on learning value functions, and on learning policies directly (policy
gradient methods).

We will then turn to large language models, which bring together many of the
tools from earlier parts of class. We will describe the training pipeline of a modern
language model – pretraining, supervised fine-tuning, preference optimization, and
reinforcement learning with verifiable rewards – as a sequence of decision problems,
discuss the algorithms used to solve them, and introduce the transformer architec-
ture.

The class will conclude with a discussion of ethics and the social impact of ar-
tificial intelligence. We will, in particular, review debates surrounding fairness and
discrimination, as well as differential privacy.

If you need any special accommodations for the lectures, for physical or medical
reasons, please send me an email.

2 Assignments

Your grade for this class will be based on four components. (The overall workload
will be no greater than in previous years, but with more in-person components.)

1. A portfolio of 3 coding exercises, due on 6 April 2027 (each pass/fail; to-
gether 15% of grade).

2. A research proposal of 1200-1500 words, due on 6 April 2027 (25% of grade).

3. A 10 minute in-class presentation of your research proposal at the end of term,
to take place in Week 8 of HT (20% of grade).

4. A 2 hour exam after the end of term, which covers the theoretical background
and interpretation for the coding exercises, to take place in week 9 of HT
(40% of grade).

Both the coding portfolio and the research proposal have to be submitted in pdf
format via Inspera.

The four components are designed to reinforce each other. The coding portfolio
is the preparation for the exam: the exam asks you to explain and interpret the
methods and findings from the coding exercises. The research proposal is the
preparation for the presentation: the presentation asks you to motivate and defend
your proposed research in front of me and your classmates. Additionally, you will get
to revise your proposal based on the feedback from the presentation. In both cases,
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the take-home component is where you do the work, and the in-person component
is where you demonstrate what you have understood.

Coding portfolio The portfolio of coding exercises will be based on three problem
sets. The problem sets focus on implementing some of the methods discussed in class
in Python or in R. Problem 1 of the first problem set and the second problem set
use Python (with scikit-learn); for the other problems, the choice is yours. You will
work with real data sets, and conduct simulation exercises to verify some of our
theoretical results numerically. To help you learn these programming languages, if
needed, I have compiled a list of resources here: https://maxkasy.github.io/ho
me/computationlinks/.

I strongly encourage you to complete the problem sets early during the term, to
avoid a time-crunch at the end of term, and to stay in sync with lectures. The
suggested completion dates for the problem sets are 12 February, 26 February, and
12 March. I highly suggest finishing all three problem sets before the exam in week
9: the exam asks you to explain and interpret them, even though the portfolio is
only due on 6 April. Your coding portfolio has to satisfy the following conditions:

• For each of the 3 assignments, all results should be generated from a single
script, running from start to end, producing all the output.

• Output and discussion of findings have to be integrated in a report generated
in R-Markdown or Quarto (for R), or a Jupyter notebook (for Python).

• Figures and tables have to be clearly labeled and interpretable.

• You have to submit the pdf (and only the pdf) generated from your script.
This pdf should contain, first, a brief discussion and overview of your code.
The pdf should then show the source code used to generate your findings. This
pdf should, finally, show the figures and tables generated by your code, joint
with a brief discussion of your findings.

• Please make this “human-readable” and do not include lists of warnings, in-
termediate calculations, etc.

You are allowed, and in fact encouraged, to collaborate in small groups (of up to
4 students) for the coding assignments. You are allowed to share jointly written
computer code with the classmates in your group. However, each one of you must
write up your answers completely independently.

Assessment of the coding portfolio. Each of the 3 assignments in the coding
portfolio is assessed on a pass/fail basis, and together they count for 15% of your
grade. All three exercises must be submitted and each must satisfy the conditions
listed above: the script runs from start to finish and produces the required output,
the figures and tables are labeled and interpretable, and the findings are discussed.

Your understanding of the coding exercises is assessed in the exam, which asks you
to explain and interpret the methods and findings from the coding exercises. You
may use AI assistance freely in producing the portfolio, but you will need to be able
to account for what you submitted, without assistance, in the exam. A portfolio
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that you did not genuinely engage with will leave you badly prepared for 40% of
your grade.

Late submission. Please note that, under the MPhil Conventions, late submis-
sion of a pass/fail element results in an instant fail of that element. Submit
on time.

Research proposal The research proposal has to be based on one of the areas of
machine learning covered in class. Proposals might fall in one of several domains,
including

(i) applications of machine learning in empirical economics,

(ii) econometric theory drawing on ideas from machine learning, and

(iii) machine learning theory, drawing on ideas from economics.

Your research proposals have to satisfy the following conditions:

1. They cannot be identical with the topic of the MPhil thesis that you might be
writing concurrently.

2. The proposals have to indicate clearly whether your contribution is of type (i),
(ii), or (iii), as described above.

3. The proposals should be in 12pt font, 1.5 linespacing, margins of 3cm, A4.
The length should be 1200-1500 words. Code and references do not count to
this word limit.

4. The proposals cannot consist exclusively of a summary of literature; they have
to propose new research.

The proposal is marked on the substance of the proposed research: The originality
and interest of the idea, the clarity of the contribution, and the feasibility of the
approach. It is also your preparation for the presentation, where you will be asked
to motivate and defend the proposal in person.

Presentation In the last week of class, you will give a presentation of your research
proposal.

• The proposal does not need to be finished at this point. The presentation is
an opportunity to obtain feedback from me and your classmates.

• The presentation should be no longer than 10 minutes, and will be followed
by questions from me and from your classmates.

• The presentation is assessed on the clarity of the presentation itself, and on
your ability to motivate, situate, and defend your proposed research in the
discussion that follows.

• I recommend no more than 5 slides, at most 2 formulas per slide, and no more
than 10 numbers per slide (if you have simulations or empirical results).
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Exam The 2 hour exam will focus on the theoretical background for the three
coding exercises, and on the interpretation of the results that you produced in them.

• The exam will ask you to explain the methods you implemented, to interpret
the output of your simulations in light of the theoretical results derived in
class, and to reason about how your results would change under modified
assumptions.

• Additionally, you will be asked to explain pieces of code from my solution of
the exercises.

• The exam will be computer-based and will take place in the exam schools.

• More detail will be provided in class towards the end of term.

Policy on the use of generative AI The assessment for this course is designed
on the assumption that you have access to generative AI, and that you will use it.
You are free to use it for the coding portfolio and the research proposal. The exam
and the presentation are the components where you demonstrate, in person and
unassisted, that you understand what you produced. The take-home components
are, accordingly, the means by which you prepare for the in-person ones. Using AI
to produce work you do not understand is allowed but would not be helpful to you.

The department policy on generative AI applies: When undertaking study and re-
search for an MPhil course or thesis you are permitted to make selective use of AI
in your work for tasks such as the following:

• Brainstorming ideas

• Surveying literature relevant to your area of study

• Gathering data and generating code to implement estimation techniques in
econometric work

• Generating diagrams, charts and results tables for inclusion in submissions
and/or the thesis

• Proof-reading and obtaining feedback on text that you have written

It is important that you use AI as an enabler of your work rather than relying
on AI to generate the intellectual value added in your submitted work/ thesis; in
particular, the decisions that you take on how to implement research methods and
the conclusions that you draw from them should be based on your own reasoning.

In order to promote fair use of AI the University provides all students with ac-
cess to tools developed by OpenAI. Before making use of these tools please read the
University guidelines on the use of AI available at the following link: ht tp s:

// ww w. ox .a c. uk /s tu de nt s/ ac ad em ic /g ui da nc e/ sk il ls /a i-s tu dy

When students submit an assignment or thesis on Inspera they are asked to complete
a Declaration of Authorship. For Economics submissions this will include a question
that asks candidates to provide a clear statement of the different tasks that they have
completed with the assistance of AI. The information provided by candidates will be
shared with examiners and thesis assessors.
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